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ABSTRACT
The failure prediction process plays an important role in
infrastructure asset management of urban water systems.
This process aims at assessing the future behaviour of a ur-
ban water network. However, failure prediction in urban
water systems is a complex process, since the available fail-
ure data often present a short failure history and incomplete
records. In this study, the single-variate Poisson process, the
Weibull accelerated lifetime model and the linear extended
Yule process, were implemented and explored in order to
identify robust and simple models that combine good fail-
ure prediction results using short data history. The three
models were applied to a Portuguese urban water supply
system. The Weibull accelerated lifetime model presented
the best results, accurately predicting failures and detecting
pipes with high likelihood of failure. Nevertheless, the fail-
ure prediction process is based on a Monte Carlo simulation,
which can be a time-consuming procedure. The linear ex-
tended Yule process could also effectively detect pipes more
prone to fail; however, it presented a clear tendency to over-
estimate the number of future failures. The single-variate
Poisson process is the simplest model of the three, and pre-
sented lower quality failure predictions. It is noteworthy
that no significant difference between the three models re-
sults was found when predicting failures in pipes with no
failure history.
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1. INTRODUCTION
Managing urban water systems is not a simple activity, and,
due to several factors, such as climate change, economic re-
strictions, ageing of the systems, increasing customer de-
mands, it is becoming even more complex. Currently, for
environmental and economic reasons, water utilities are in-
creasingly concerned on minimising water losses and in meet-

ing customer demands. Traditional infrastructure asset man-
agement methodologies, such as the like-for-like strategy, are
not adequate for urban water system long-term planning. To
help urban water utilities facing these new challenges, new
methodologies are being developed, such as the AWARE-P
methodology (Alegre et al., 2011).

Failure prediction plays a major role during planning and
decision support processes, whether in evaluating different
solutions for the identified urban water system problems,
whether in evaluating the current system performance un-
der several scenarios. Nevertheless, urban water utilities are
only recently becoming aware of the importance of keeping
an organised, updated and complete inventory and failure
database. Failure data history is very limited in the major-
ity of the urban water systems. For this reason, the task of
predicting failures is more difficult than expected. A great
challenge is to find a failure prediction model that can pro-
duce good quality results, even in the cases of lack of failure
data.

The aim of this work is to identify robust and simple mod-
els that combine: good predictions for short failure records;
robustness when applied to different pipe samples; and sim-
plicity. The studied failure prediction models were: the
single-variate Poisson process; the Weibull accelerated life-
time model; and the linear extended Yule process. These
models were applied to a Portuguese urban water supply fail-
ure data provided by the Serviços Municipalizados de Água
e Saneamento de Oeiras e Amadora (SMAS O&A). The pre-
diction results were compared and discussed, regarding the
prediction accuracy and the ability of each model to iden-
tify the pipes that are more likely to fail; some improvements
were also suggested.

All statistical analysis in this work was conducted with the
use of the statistical software R (R Development Core Team,
2011).

2. MODELS REVIEW
A variety of failure prediction models have been developed
and applied in water research. Deterministic models were
developed by Shamir and Howard (1979) and Clark et al.
(1982), relating the number of failures and the time to next
failure, respectively, as functions of explanatory variables.
However, to model failures in water systems, stochastic mod-
els are believed to be more suitable, since they take into
account the random nature of these failures. Hence, two



different types of stochastic models have been developed:
single-variate and multivariate models.

In single-variate models pipes are differentiated using group-
ing criteria rather than covariates. Such models are pre-
sented in Herz (1996) and in Gustafson and Clancy (1999).
The Poisson process implemented in this work is a single-
variate model with a constant failure rate for each group.
Single-variate models present the issue of requiring the divi-
sion of failure data into several homogeneous groups, which
can lead to a shortage of records in some groups, where pre-
dictions may not be significant.

Multivariate models, which use covariates, allow to differen-
tiate the pipe failure distributions without splitting failure
data. In addition, these models allow a better understanding
of how the different pipe attributes influence the occurrence
of failures. The Proportional Hazard Model (PHM), devel-
oped by Cox (1972), is one of the most common multivariate
models used in water research.

Accelerated lifetime models define the logarithm of the time
to next failure as the linear combination of the covariates
vector and a random error variable. A particular case, is the
Weibull accelerated lifetime model, applied in Le Gat and
Eisenbeis (2000) and studied in this work, when the times
between failures are assumed to be Weibull distributed.

New lifetime distributions, with higher complexity, have been
developed recently in order to approximate the hazard func-
tion to a bathtub curve, such as: the log-extended Weibull
distribution (Silva et al., 2009); and the lognormal-power
function distribution (Reed, 2011). However, it is not clear
that the hazard function for urban water failure data follows
a bathtub curve, therefore the higher complexity of these
models do not seem to be justified.

Another recent developed approach, suggested by Le Gat
(2009) and studied in this work, is the linear extended Yule
process. This is a counting process where the rate of the
process is given by a linear function of the number of past
events.

A more complete description of failure prediction models can
be found in Kleiner and Rajani (2001).

3. SINGLE-VARIATE POISSON PROCESS
According to Ross (2006) a Poisson process is a counting
process {N(t), t ≥ 0} with rate γ satisfying the following
conditions:

∀γ ∈ R+ and ∀s, t, u, v ∈ R+, such that s < t < u < v,

1. N(0) = 0.

2. Independent increments, i.e. N(t)−N(s) ⊥⊥ N(v)−N(u).

3. N(t) ∼ Poisson(γt).

A property of the Poisson process, derived from condition 3,
is that the expected number of events is proportional to the
observation time, where γ is the coefficient of proportionality
and defines the intensity of the process.

When analysing failure data in urban water systems, it is
assumed that the number of events (i.e. failures) is also
proportional to the length of pipes. The rate of the Poisson
process in some pipe i is γi = λli, where li is the length of
the pipe. Therefore, the failure rate per km in the overall
system is represented usually by λ (number of failures / km
/ year), where λ is the proportional coefficient between the
rate γi of the counting process Ni(t) and the length of the
respective pipe, li. The failure rate, λ, is estimated using
the maximum likelihood method.

Considering a failure data n = {ni}i=1,..,m, with ni = num-
ber of observed failures in pipe i during the observation time
ti, the likelihood function (Equation 1) can be written using
the Poisson probability function.

L(λ|n, t, l) =
m∏
i=1

eλliti (λliti)
ni

ni!
, (1)

where t = {ti}i=1,..,m and l = {li}i=1,..,m.

The solution of the likelihood maximisation problem (ap-
plying the logarithm to Equation (1) and maximising the
resulting function) is:

λ̂ = argmax
λ∈Θ

L(λ|n, t, l) =
∑m

i=1 ni∑m
i=1 tili

. (2)

If λ is estimated using the entire data set, then the failure
rate will be the same for all pipes, no matter their proper-
ties. Nevertheless, the data set can be divided based on the
pipe characteristics, such as material and diameter, creating
different categories. To create these categories a preliminary
analysis of data needs to be performed in order to define cat-
egories that gather pipes with similar failure rate. Once the
pipe data is categorised, the failure rate λk can be estimated
for each category Ck using Equation (2).

After λk is estimated for each category Ck, probabilities
of failure can be calculated for each pipe. The maximum
likelihood estimator of the probability of a pipe i, belonging
to Ck, to suffer n failures during a time period t is presented
in Equation (3) (by the invariance property of maximum
likelihood estimators).

̂P (Ni(t) = n) =
eλ̂klit

(
λ̂klit

)n
n!

. (3)

The estimator of the expected number of failures of pipe i,
during the time period t, is presented in Equation (4); this
expected value is used to predict the number of failures for
each pipe.

̂E[Ni(t)] = λ̂klit. (4)

4. WEIBULL ACCELERATED LIFETIME
MODEL

Accelerated lifetime models relate the logarithm of the time
to failure with a linear combination of p covariates,
x = [1 x1 x2 ... xp], and an error term, Z.

lnT = xᵀβ + σZ, (5)

where β = [β0 β1 ... βp] are unknown regression parameters and
σ is a scale parameter.

Equation (5) shows that the distribution of the random vari-
able Z defines the distribution family of T . In particular, if
Z follows the standard Gumbel distribution, then T will be

a Weibull random variable, T ∼ Weib(σ−1, ex
ᵀβ).



4.1 Estimation of parameters
Parameters σ and β were estimated using the maximum
likelihood method.

In this model, the sample was composed by the time be-
tween recorded failures ti and the explanatory covariates
xi. The likelihood function is the product of the Weibull
density function applied to these observed times. Neverthe-
less, when conducting survival analysis, the decision vari-
able, time between failures, is, in many cases, right censored.
Instead of entering the likelihood function with the Weibull
density function, right censored times will enter with the
Weibull survival function, since the only available informa-
tion is that the due pipe survived that right censored time.
Hence, using a sample of observed times, each associated
with p covariates, {(ti,xi)}i=1,...,n, and a sample of censored
times, each associated with p covariates, {(cj ,yj)}j=1,...,m,
the likelihood function can be expressed using the Weibull
density and survival functions (Equation 6).

L(σ,β|t, c,X,Y ) =

n∏
i=1

f(ti|σ,β,xi)

m∏
j=1

S(ci|σ,β,yj)

=
n∏

i=1

1

σex
ᵀ
i β

(
ti

ex
ᵀ
i β

) 1
σ
−1

e
−
(

ti

e
xᵀ

i
β

) 1
σ

×
m∏

j=1

e

−

 cj

e
yᵀ

j
β

 1
σ

, (6)

where X =

[ x1
x2
...
xn

]
and Y =

[ y1
y2
...
ym

]
are the covariate matrices.

Applying the logarithm, Equation (7) is obtained.

l(σ,β|t, c,X,Y ) =
n∑

i=1

ln
1

σex
ᵀ
i β

+

(
1

σ
− 1

)(
ln ti − xᵀ

i β
)

−
(

ti

ex
ᵀ
i β

) 1
σ

−
m∑

j=1

(
cj

e
yᵀ

jβ

) 1
σ

. (7)

Unlike the Poisson process, the maximum likelihood estima-
tors can not be analytically expressed. Therefore they must
be obtained through numerical maximisation.

In this work, the estimation of parameters was done using
function survreg of the survival package of the statistical
software R.

4.2 Prediction of the number of failures
It is very important to estimate the expected number of
failures in a repairable system, which allows calculating the
expected total cost of repairs in the repairable system dur-
ing some time period. One of the biggest drawbacks of the
Weibull distributions is that their convolution can not be
computed. Thus, the distribution of the number of failures
during some time can not be analytically derived. In order to
predict the number of failures, Le Gat and Eisenbeis (2000)
presented an algorithm based on Monte Carlo simulations,
described in this section.

The concept behind Le Gat and Eisenbeis (2000) algorithm
is to generate a large number of simulations in each pipe
and, consequently, determine the mean number of failures
obtained in all simulations for each pipe.

To build simulations over a pipe i, with covariates xi, it
is necessary to generate times between failures. The sur-
vival function for this pipe is given by Equation (8), where

η = ex
ᵀ
i β .

S(t) = e
−
(

t
η

) 1
σ

. (8)

Solving the survival function S as a function of t, the ex-
pression to generate random times is obtained (Equation 9).

t = −η (lnS)σ . (9)

The Monte Carlo simulations in pipe i will be built as fol-
lows. Successive times between failures are generated un-
til their sum overlaps the prediction time window. Subse-
quently, the number of generated times is recorded, ignor-
ing the last one, since it falls outside the prediction window.
This experiment is repeated 1,000 times and finally the pre-
dicted number of failures will be the mean of all 1,000 simu-
lated numbers of failures. This procedure is repeated for all
pipes, obtaining a number of predicted (expected) failures
for each one.

4.2.1 Improvements of the WALM prediction process
In this section, it is suggested an improvement of the failure
prediction process presented by Le Gat and Eisenbeis (2000).
Figure 1 shows the time line of a pipe from the beginning of
the failure history until the end of the prediction window.

Figure 1: Time line and failure instants.

Where:
t0 is the beginning of failure history of the pipe;
tl is the instant of the last recorded failure in the pipe;
ts and tf represent the start and finish instants of the prediction
window, respectively;
u is the elapsed time between tl and ts.

The approach presented in Le Gat and Eisenbeis (2000) ig-
nores the elapsed time u between the last recorded failure
and the beginning of the prediction window. Therefore, the
first generated time to failure is counted from ts, using Equa-
tion (9). However, since the times between failures follow a
Weibull distribution, the failure counting process does not
have the stationary increments property, that is T |T > u
and T + u are not equally distributed. The improvement
consists in generating a time to failure from tl using the dis-
tribution of T |T > u as described in Equations (10) and
(11).

P{T > t|T > u} =
e
−
(

t
η

) 1
σ

e
−
(

u
η

) 1
σ

= e
−
(
t
1
σ −u

1
σ

)
η
− 1

σ

. (10)

t =
(
−η

1
σ lnS + u

1
σ

)σ
. (11)

Equation (11) is used only to generate the first time of fail-
ure, since u will be 0 when generating the following times to
failure. When a pipe has no recorded failures it is assumed
that the time of last failure is equal to the beginning of the
pipe history, that is tl = t0 and u = ts − t0.



4.2.2 Dynamic variables and prediction of failures
The number of failures prediction process can become more
complex if some of the covariates are dynamic, i.e. they can
change during the process, such as pipe age and number of
previous failures.

Number of previous failures covariate. This covariate
can easily enter the prediction process, being updated in
every iteration, whenever a new time to failure is gener-
ated. However, when using this covariate there is the risk of
the Monte Carlo simulations entering a never ending cycle.
Since every covariate acts exponentially on the distribution
of the times between failures, each time the number of previ-
ous failures is increased the expected time to the next failure
drops exponentially. The sum of the expected times to fail-
ure constitute a geometric series, with ratio eβnopf < 1, thus
it is a convergent series. Therefore there is no guarantee that
the sum of the times will overlap the prediction window and
that the simulations will halt.

One way to avoid this issue is to apply the logarithm to
the number of previous failures, i.e. to consider the func-
tion ln (xnopf + 1) as a covariate. It can be shown, that for
some bounded βnopf , the sum of the expected times between
failures constitutes a divergent series, guaranteeing that the
simulations will halt for each pipe.

A simpler solution is to use a finite valued covariate. For
instance, a binary covariate pf , where pf = 1 if the pipe
has failed in the past and pf = 0 otherwise. The binary co-
variate may not give the same information that the discrete
number of previous failures, nevertheless, it guarantees that
the Monte Carlo simulations halt, whatever the estimated
βpf .

Pipe age covariate. Although the pipe age variable is one
of the most important explanatory variables, its introduc-
tion in the model increases the complexity of the failure
prediction process. Unlike the number of previous failures
covariate, which only needs to be incremented after each
failure time is generated, the age of the pipe variable is con-
tinuously increasing with T . So, T can not be generated with
a fixed distribution, since this distribution will continuously
change throughout the duration of T .

One way to avoid this issue would be to use a fixed covari-
ate that translates the age of the pipe variable, e.g. the
installation year or decade. However, the use of a fixed co-
variate to translate a time dependent covariate may not be
realistic. By using the installation year as a covariate, the
predicted number of failures from 2005 to 2010 would be the
same as the predicted number of failures from 2025 to 2030.
Therefore two different approaches are suggested.

The first one is the pipe age at last failure approach. This
approach considers the age of the pipe at the last recorded
failure as a covariate. This way, the covariate only needs
to be updated at every iteration of the failures prediction
process, as the number of previous failures covariate. One
disadvantage of this approach is that the age of the pipe will
not act on the failure distribution as long as the pipe does

not fail.

The second one is the age class approach. The aim of this
approach is to allow the ageing effect on the failure distribu-
tion, independently of the occurrence of previous failures.
The age class approach categorises the pipe age variable
into different classes, taking into account how this variable
influences the failure rate. No many classes should be con-
sidered, in order to keep the model’s simplicity, e.g. three
classes. The approach assumes that the time between fail-
ures present a different distribution for each age class. The
time between failures in age class k is represented by Tk.
In order to estimate the distribution of Tk, the distribution
parameters are obtained using the maximum likelihood esti-
mation (Equation 7). However, in this approach, the failure
times entering the log-likelihood function will only be the
times elapsed in age class k; this means that if some pipe
starts the observation in age class k but only fails in class
k+1, then the time elapsed in class k will enter in the regres-
sion of Tk as a right censored time and the time elapsed in
class k+1 will enter in the regression of Tk+1 as an observed
time.

For each pipe, the prediction window is divided in subwin-
dows, such that the pipe will belong to the same age class in
each subwindow. The failure prediction process will behave
as before in each prediction subwindow. The predicted num-
ber of failures of the pipe is obtained summing the predicted
number of failures in each subwindow.

This approach presents some disadvantages. When dividing
the failure data into different classes it becomes difficult to
understand the age effect on the failure rate. Recent pipe
materials are only represented in the first age classes, which
makes impossible to predict the number of failures in these
pipes when they belong to older classes. This approach is
not explored in this study, since there were no significant
improvements on the failure prediction results and it is con-
siderably more complex than the pipe age at last failure
approach.

5. LINEAR EXTENDED YULE PROCESS
The Linear Extended Yule Process (LEYP) is an extension
of the pure birth process, with the intensity function being a
linear function of the number of past events and dependent
of the age of the process. Let N(t−) represent the number
of events during [0, t[ and dN(t) = N(t + dt) − N(t). The
LEYP is defined by:

∀t∈R+∀j∈N , α ∈ R+ , λ(t) ∈ R+

{
N(0) = 0

P{dN(t) = 1|N(t−) = j} = (1 + αj)λ(t)dt
(12)

It is proven by Le Gat (2009) that the probability function
of the LEYP is the one presented in Equation (13).

P{N(t)−N(s) = n|N(b)−N(a) = j} =

=
Γ(α−1 + j + n)

Γ(α−1 + j)n!

(µ(b)− µ(a) + 1)α
−1+j (µ(t)− µ(s))n

(µ(t)− µ(s) + µ(b)− µ(a) + 1)α
−1+j+n

(13)

where µ(t) = eαΛ(t) and Λ(t) =
∫ t
0 λ(u)du.



Equation (13) implies that the distribution of failures of a
LEYP is a continuous extended Negative Binomial, that is,

{N(t)−N(s)|N(b)−N(a) = j} ∼

NB

(
α−1 + j,

µ(b)− µ(a) + 1

µ(t)− µ(s) + µ(b)− µ(a) + 1

)
.

One important feature of a failure prediction model is to
allow distinguishing the probability of failure in different
pipes, using their different attributes. Thus the intensity
function can be based on pipe covariates. Le Gat (2009)
suggests that:

λ(t) = δtδ−1ex
ᵀβ . (14)

With:
Λ(t) = tδex

ᵀβ , (15)

µ(t) = eαtδex
ᵀβ

. (16)

5.1 Estimation of parameters
The LEYP parameters were estimated through the maxi-
mum likelihood method. Le Gat (2009) builds the likeli-
hood function and presents the log-likelihood function for
the overall system. However, due to some computational
problems when maximising the likelihood function, a sim-
plified version is suggested (Equation 17).

lnL(α, δ,β|T ,X,n,a, b) =

m∑
i=1

(
ni lnα+

ni−1∑
k=0

ln
(
α−1 + k

)
−
(
α−1 + ni

)
h(α, δ,β|x,n, ai, bi) + ni ln δ

+ nix
ᵀ
i β + (δ − 1)

ni∑
j=1

ln tij +

ni∑
j=1

αtδije
xᵀ

i β
)
, (17)

where:
m is the number of pipes;
n = [n1 ... nm], with ni representing the number of failures in
pipe i;
a = [a1 ... am], with ai representing the age of pipe i at the
beginning of observations;
b = [b1 ... bm], with bi representing the age of pipe i at the end
of observations;
X = [x1 ... xm], with xi representing the covariate vector of pipe
i;
T = [t1 ... tm] with tij representing the age of pipe i at the jth

failure;
and

h(α, δ,β|x,n, ai, bi) =

αbi
δex

ᵀ
i β + ln

(
1− e

αe
xᵀ

i
β(

aδ
i−bδi

)
+ e−αbi

δe
xᵀ

i
β
)

(18)

With the parameters estimated, the probabilities of failure
can be computed. For instance, the probability of some pipe
to fail during [s, t], knowing its failures during [a, b], is given
by Equation (19).

P{N(t)−N(s) > 0|N(b)−N(a) = j} =

1− P{N(t)−N(s) = 0|N(b)−N(a) = j} =

1−
(

µ(b)− µ(a) + 1

µ(t)− µ(s) + µ(b)− µ(a) + 1

)α−1+j

. (19)

The expected value can also be computed in order to com-
pare with the results obtained with the WALM and the Pois-
son process:

E[N(t)−N(s)|N(b)−N(a) = j] =(
α−1 + j

) µ(t)− µ(s)

µ(b)− µ(a) + 1
. (20)

5.2 Test of significance of the estimated
parameters

A statistical hypothesis test was conducted to establish the
significance of each estimated parameter of LEYP. The test
was based on the likelihood ratio test, using the null hypoth-
esis of each parameter: α = 0; δ = 1; βj = 0, ∀j=0,..,p.

For every parameter, except α, the log-likelihood function of
the null hypothesis was obtained directly from Equation 17,
replacing the value of the parameter by the null hypothesis.
To test the significance of α the null hypothesis leads to a
Non-homogeneous Poisson process (NHPP), with intensity
λ(t), and a different likelihood function.

The log-likelihood function for the NHPP, using the failure
records of all pipes, is presented in Equation (21).

lnL(α, δ,β|T,X,n,a,b) =

m∑
i=1

Λ(ai)− Λ(bi) +

ni∑
j=1

lnλ(tij)

 . (21)

Once defined the likelihood function for the null hypothesis
for each estimated parameter, the likelihood ratio, LR, can
be computed.

LR = ln
sup{L(θ)|θ ∈ Θ0}
sup{L(θ)|θ ∈ Θ}

. (22)

LR represents the ratio between the values of the maximum
likelihood of the null model and the complete model. Wilks
proved that −2 lnLR is asymptotically distributed to a χ2

k,
where k is the difference between the dimensionality of Θ
and Θ0. In this case, the p-value, for each parameter, is
obtained as P{χ2

1 > −2 lnLR}.

6. DATA
The failure data used in this work were provided by SMAS
O&A. They were presented in two data tables: the pipe in-
ventory table and the maintenance records table. The pipe
inventory table consists of a collection of all pipes identified
by a unique code IPID. Each pipe is characterised by sev-
eral attributes, such as pipe material, diameter, length and
installation year.

The maintenance records table consists of all rehabilitation
actions operated in the water network system, from 01-01-
2001 to 31-03-2011. Each rehabilitation action is identified
by a unique code (WOID) and is uniquely associated to the
pipe identifier in which the rehabilitation action occurred
(IPID). In addition to these attributes, each rehabilitation
action is characterised by the failure type that caused the
need of rehabilitation and its date and duration.

The only failures considered in this study were pipe breaks.

These two tables were combined using the IPID columns, in
order to associate attributes, such as number of failures of
each pipe and age of pipe at each failure.

6.1 Water supply network
Failure data of water network systems can present several
issues. In the particular case of the data provided by SMAS



O&A, some of the issues are the missing data (empty at-
tribute records) and the anomalous data (inconsistencies be-
tween the pipe inventory and the maintenance records). De-
spite the reduction of the overall data set size, the option,
taken in this work, was to remove incomplete and anomalous
records (i.e. pipe and failure records that do not have basic
information or are inconsistent). Other approaches such as,
imputation and survival models with missing data could be
considered, but this would bring new complications in data
analysis.

The available data is characterised as follows:

• Number of pipes: 11,472.

• Total length: 367km.

• Number of failures: 1,921.

• Number of pipes with no failures: 10,329 (90%).

• Total length of pipes with no failures: 287km (78%).

To characterise the water supply system used in this work,
Figures 2 and 3 show the distribution of pipes according to
material and installation decade. As can be seen in Figure 2,
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Figure 2: Total length frequencies by pipe material.

the more common pipe materials in this system are the As-
bestos Cement (AC), High-Density PolyEthylene (HDPE)
and PolyVinyl Chloride (PVC). These three materials to-
gether represent more than 95% of the entire water supply
network. Ductile Cast Iron (DCI) still has some significance,
whereas Galvanised Steel (GS) is of little relevance, repre-
senting only 2.5km, and Cast Iron (CI) is completely neg-
ligible, since it only represents 0.035km. Therefore, when
failure data are divided into different material categories,
CI and GS pipes are disregarded.

To assess the age of the water network, the decade of instal-
lation was considered rather than the year, because the older
pipes have only the record of installation decade. Figure 3
shows the plot of the total length per installation decade.
From this plot, it can be seen that the network is relatively
recent. The less representative decades are the two oldest
ones. Decade 2010 is a special case, as it represents only one
year of installation. So, the ageing of pipes may not be very
noticeable.

6.2 Pipe variables
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Figure 3: Total length frequencies by installation
decade.

The available variables were pipe material, diameter, length,
installation year and number of previous failures.

The single-variate Poisson process differentiates pipes using
their variables as grouping criteria. Therefore there should
be considered a limited number of variables to not produce
short categories. The grouping criteria considered in this
study were pipe material, three categories of diameter and
three categories of length. The installation year was disre-
garded, because of the high correlation between this variable
and the pipe material. In fact, some material categories,
such as HDPE, would all belong to the same age category.
Furthermore, the effect of the pipe age in the failure rate, in
most pipe material categories, was not significant.

Another important variable that was disregarded in this fail-
ure model is the number of previous failures. To understand
how this variable acts on the future failure rate, it was nec-
essary to divide the training data into to two sets. The first
one to count the number of previous failures and divide the
pipe data set into categories of previous failures. The second
one, to estimate the failure rate for each category of previ-
ous failures. As the time period of the failure history was
already short, dividing it did not seem a good solution, and
so, this variable was disregarded.

The length and the diameter of pipes were used as grouping
criteria, because the data analysis showed that these vari-
ables had a direct effect on the failure rate.

The Weibull accelerated lifetime model fitted in this work
used the pipe material as grouping criteria. The logarithm of
length, the diameter, the previous failures indicator variable
and the pipe age at the last recorded failure entered the
regression model as covariates.

The linear extended Yule process used the pipe material
as grouping criteria and considered the logarithm of length
and the pipe diameter as covariates. The pipe age and the
number of previous failures are already taken into account
during the model construction, so they were not used as
covariates.



7. COMPARISON OF MODEL PREDICTIONS
To assess the quality of the predictions obtained using the
three failure prediction models, the failure data were divided
in two data sets: the training and the test sets. Failure dis-
tributions were estimated using the training set, whereas
failure predictions were carried out using the test set. Fi-
nally, failure predictions were compared with the observa-
tions of the test set, in order to assess the quality of the
predictions. Two methods of choosing the training and test
samples were considered: the temporal division and the ran-
dom division methods.

In the temporal division method the training set is composed
of failures occurring before 01-01-2007 in all pipes installed
before this date. The test sample comprises the failures
that happened between 01-01-2007 and 31-03-2011 in the
same pipes of the training sample. This method assesses
the ability to predict future failures in a water network with
an organised failure history.

However, good failure data history may not be available, due
to recent collection and organisation of the failure data, or
due to data inconsistencies. In that case, failure predictions
should be based on failure data provided by similar water
supply systems. The random division method is important
to assess the ability of a model, based on a training set, to
predict failures in a different pipe data set, with no failure
history.

The training sample of the random division method consists
of a random 50% sample of all pipes and all failures occurring
in those pipes. The test sample is composed by the other
50% pipes and all associated failures. Both training and test
time windows go from 01-01-2001 to 31-03-2011.

7.1 Prediction of failures based on a temporal
divided sample

In this section the prediction results of the three models are
compared when using the temporal division method.

To evaluate the accuracy of each prediction models, the fail-
ure predictions are compared with the observed failures in
the following way: all pipes of the test sample are sorted
according to their predicted number of failures (for each
model); after sorting, 0.1-quantiles of the predictions are
built; for each prediction quantile the mean of the observed
failures is compared with the mean of the predicted failures.
The comparison results are presented in Figure 4, where
the points represent the observed failures in each predicted
quantile and the lines represent the predicted failures. In
all prediction models, the mean number of observed fail-
ures showed a clear tendency to increase with the quantiles
of predicted failures. This indicates that, in all models, the
pipes with more predicted failures are, indeed, the ones with
more observed failures. The prediction model that seemed
more accurate was the WALM, where there is no signifi-
cant difference between observed and predicted failures in
each quantile. LEYP, on the other hand, showed a clear
tendency to overestimate the number of failures in the last
quantiles, i.e. in pipes more prone to fail.

Failure prediction models can be very useful to prioritise

the pipes according to their likelihood of failure. To evalu-
ate this ability, the number of failures that can be avoided,
renewing a defined percentage of the water supply system, is
compared for each model. If the failure prediction model is
good then a large percentage of failures occurring after 2006
can be avoided rehabilitating a small percentage of the water
network, after prioritising pipes according to their predicted
failure rate. Table 1 presents the results obtained using the
Poisson process, the WALM using the pipe age at last fail-
ure approach and LEYP. The past individual failure rate
was also computed for each pipe, dividing the number of
failures occurring before 2006 over its length, and used as a
prioritisation criterion.

Table 1: Percentage of avoided failures by prediction
model.

Models
Rehabilitated length

0.5% 1% 5% 10% 20%
Poisson process 1.7% 3.0% 13.2% 27.2% 49.1%
WALM 4.3% 6.0% 22.3% 35.1% 49.4%
LEYP 5.3% 6.7% 22.2% 32.3% 49.4%
Individual failure rate 4.1% 7.0% 21.3% 31.3% 42.0%

In Table 1 it can be seen that LEYP and WALM results
are very close to each other, detecting quite efficiently pipes
with higher probability of failing. The Poisson process, on
the other hand, lacks the capacity of detecting the pipes
that are more likely to fail. Clearly, the small percentage of
priority pipes detected by the Poisson process did not suf-
fer as much failures as the ones detected by the two other
models. This fact can be explained due to the lack of ability
of this model to differentiate pipes. Since it is purely based
on categories, every pipe in the same category has exactly
the same predicted failure rate. It is important to note that
the simple method of prioritising pipes according to their
past individual failure rates (Individual failure rate) allowed
avoiding a considerable amount of future failures, rehabili-
tating a small percentage of the water supply network. This
shows that pipes more likely to fail are those with higher past
failure rates. Therefore, even with few available attributes,
water utilities can prioritise effectively rehabilitation actions
in a small percentage of the water network, using a well or-
ganised failure data. This method of prioritising should only
be used to prioritise a portion under 15% of pipes, since 85%
of pipes have no failure history, presenting a past individual
failure rate of zero.

To assess the accuracy of the predicted number of failures
of each model, the absolute error of these predictions was
calculated, using Equation (23).

Abs. Error =

m∑
i=1

|oi − êi|, (23)

where m is the number of pipes; oi is the observed future failures

in pipe i; and êi is the predicted number of future failures in pipe

i.

Table 2 presents the absolute error of each model using the
prediction results in each pipe material category.

In this table, the LEYP and the Poisson process errors are
very similar. WALM is clearly the more accurate model of
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Figure 4: Predictions per forecasted quantiles in temporal divided sample

Table 2: Absolute error of the predicted number of
failures per pipe material.

Models HDPE PVC AC DCI All pipes
Poisson process 204.6 326.8 785.5 10.6 1327.4
WALM 120.9 259.6 687.6 7.1 1075.3
LEYP 169.8 330.0 782.6 10.1 1292.6

the three, as the absolute error is significantly smaller in
each pipe material category.

Based on these comparisons, WALM showed to produce
more accurate results. LEYP shared the same ability to
detect efficiently pipes with higher likelihood of failing, but
it presented a clear tendency to overestimate the number of
failures. The Poisson process is limited in prioritising pipes,
but general predictions were not very biased. Thus it can be
used as a simple model to predict the overall failures, but it
would be a poor method to prioritise rehabilitation actions.
If a water supply system network has a complete (and long)
failure history of pipes, then the past individual failure rate
seems to be an efficient prioritising criterion.

7.2 Predictions of failures based on a random
sample

In this section the training and test samples were built using
the random division method. The training sample is com-
posed by a random 50% sample of all pipes and all associated
failures, whereas the test sample is composed by the other
pipes and their associated failures. Therefore the training
and test windows go now from 01-01-2001 to 31-03-2011.

In the first term of comparison, the test sample was divided
according to the forecasted failures quantiles, for each model.
The number of observed failures was compared to the pre-
dicted failures in each quantile, as conducted in the previ-
ous section; results are presented in Figure 5. Once more,
WALM was apparently the most accurate model, with the
prediction line standing very close to the observed failures.
Furthermore, the mean number of observed failures in the
last forecasted quantile was higher than in the other mod-
els. Comparing Figures 4 and 5, it can be seen that LEYP
improved the accuracy of failure predictions. The overesti-
mation that LEYP presented in Figure 4 is no longer notice-

able when the test sample consists of pipes with no failure
history.

The next term of comparison consisted in estimating the
number of failures that could be avoided by renewing some
portion of the water supply network. Table 3 shows the
number of avoided failures when a small percentage of the
test sample is renewed, for each prediction model.

Table 3: Avoided failures in random sample of pipes.

Models
Rehabilitated length

0.5% 1% 5% 10% 20%
Poisson process 0.9% 3.0% 13.9% 23.0% 48.4%
WALM 1.0% 2.3% 16.4% 30.8% 51.3%
LEYP 0.5% 2.7% 17.0% 30.3% 51.3%

The results presented in Table 3 show there were no signifi-
cant differences between the percentages of avoided failures
using the three models. Comparing Tables 1 and 3, it can
be seen that there is a significant decrease of the avoided
failures of LEYP and WALM when prioritising pipes with
no failure history. This fact indicates that the main fac-
tor of prioritisation of LEYP and WALM were the number
of previous failures. Nevertheless, the Poisson results were
still slightly worse than the ones presented by the two other
models.

The absolute error of the predictions of each model, in each
pipe material category, is presented in Table 4.

Table 4: Absolute error of the predicted number of
failure per pipe material

Models HDPE PVC AC DCI All pipes
Poisson process 242.2 362.7 756.7 17.3 1378.8
WALM 198.9 359.1 753.4 13.2 1324.7
LEYP 205.9 358.7 754.9 13.9 1333.4

In this table, it can be seen that the absolute error val-
ues were very close for all prediction models, nevertheless
WALM is the one that appeared to present more accurate
predictions.

The model results, detecting pipes with higher likelihood of
failing, when using a random sample of pipes seemed to be
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Figure 5: Predictions per forecasted quantiles in a random sample.

worse than using the temporal divided sample (see Tables
1 and 3). However, while the Poisson process results main-
tain almost the same in both tables, there is a significant
downgrade in LEYP and WALM results. The application of
the single-variate Poisson process did not take into account
the number of previous failures variable, which is one of the
most important explanatory variables. Therefore, when the
pipe failure history is unknown, performances of LEYP and
WALM get more similar to that of the Poisson process.

Despite the importance of the previous failures variable, the
general predicted number of failures when no pipe failure
history is available was very accurate. In fact, the total
number of predicted failures in all models were close to the
observed failures: there were 958 observed failures; the Pois-
son process, the WALM and the LEYP predicted 960, 912
and 946 failures, respectively.

The overestimation in LEYP results, when using the tempo-
ral divided sample, is no longer noticeable when predicting
pipes with no failure history (i.e. using the random sample).
The linear increment of the LEYP intensity (and expected
number of failures) with the number of past failures may not
be realistic and may explain the mentioned issue.

8. CONCLUSIONS
The three models considered in this study presented good
prediction results. WALM appeared to be the best of the
three models, because it combined accurate predictions with
a good ability of detecting pipes more prone to fail. On the
other hand, the Poisson process was the one that presented
the worst general performance. Furthermore, WALM and
LEYP present an important advantage over the Poisson pro-
cess: the use of covariates allows a better understanding of
the different effect of the pipe variables and does not require
the division of the failure data, which could be a problem
when dealing with small failure data.

The Poisson process was implemented to study the behaviour
of a simple and intuitive prediction model, easy to under-
stand and to implement. The only parameter to be esti-
mated is the failure rates for each defined category, present-
ing an analytical and intuitive expression (Equation 2), not
requiring the use of numerical algorithms. However, its pre-
diction results are slightly worse than the results obtained
by the other two models.

The fact that the Poisson process is defined by categories
rather than covariates, implies that every pipe in the same
category have the same failure rate. This fact leads to a
difficulty in differentiating pipes and selecting the pipes that
are more likely to fail. That is why the number of avoided
failures obtained using this model, is not as high as when
using other models (Table 1). The individual past failure
rate could be used to prioritise pipes within the same pipe
category. Nevertheless, when studying pipes with no failure
history, the difference between the Poisson process and the
two other methods decreases significantly.

Accelerated lifetime models are different from the other stud-
ied models, for they fit the time between failures, rather than
the number of failures. In this study, the distribution of the
time between failures was chosen to be a Weibull distribu-
tion, because it combines several features: it presents an
intuitive hazard function (allowing to easily understand the
covariates effect); the hazard function is not constant over
time, allowing to better fit the failure data; it presents a
simple survival function, which is important to obtain the
likelihood function (Equation 6) and to generate random
times during the Monte Carlo simulations (Equation 9).

Weibull distributions present the disadvantage of not be-
ing analytically convoluted. So, it is not possible to find
the general number of failures distribution. Thereby, the
expected number of failures is obtained using Monte Carlo
simulations, which can be a time-consuming procedure.

WALM was the model that presented the best results in all
comparisons, combining a great capacity of detecting pipes
with higher likelihood of failing, which can be translated by
the percentage of avoided failures (Table 1) and accurate
predictions (Figure 4 and Table 2).

The linear extended Yule process, proposed by Le Gat (2009),
is characterised by the linear relationship between the in-
tensity function and the number of past events. The linear
increment of the intensity function with the number of pre-
vious failures is probably the reason why LEYP presented a
clear tendency to overestimate the number of failures, when
the failure history of each pipe is known (Figure 4), but
does not overestimate failures in pipes with no failure his-
tory (Figure 5). Therefore a non-homogeneous birth process
where the intensity function does not depend linearly of the
number of past events could be studied. For instance, a



limited function (continuous convergent function or a finite
valued function) could be a good solution. However, consid-
ering other functions of the number of previous events can
increase the complexity of the prediction model.

Despite the overestimation, LEYP presented a really good
performance when detecting pipes more prone to fail (Table
1).

As might be expected, it was confirmed that the past fail-
ures variable was extremely important when predicting fu-
ture failures. Pipes that have failed before, present a much
higher probability of failing in the future. This may be ex-
plained by the fact that, in general, a pipe becomes more
fragile after a repair than before the failure happens. An-
other possible reason is that there are unknown attributes
that influence the failure rate, such as environmental, traffic
or operating pressure conditions. And so, the higher fail-
ure values could be explained by other characteristics as-
sociated to the installation site rather than the fragility of
those pipes. This is what makes predictions in pipes with
no recorded history more difficult and the reason why it is
so important to build a complete and trustworthy failure
database.

All models require an organised information system with a
complete inventory with all pipes well characterised. Even
if there is not an extensive pipe database with a lot of vari-
ables, good predictions can be done, as proved by the ap-
plication of the Poisson process, using only three variables.
It is not necessary long maintenance records, LEYP and
specially WALM offer very good predictions, only using six
years of rehabilitation records. What is strictly necessary
is to have a complete and up-to-date pipe inventory of all
pipes and a reliable rehabilitation database properly linked
to the pipe inventory. The information system should be
periodically reviewed in order to detect and correct possible
inconsistencies.
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